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Abstract

Artificial intelligence holds great promise for expanding access to expert medical knowledge and
reasoning. However, most evaluations of language models rely on static vignettes and multiple-choice
questions that fail to reflect the complexity and nuance of evidence-based medicine in real-world
settings. In clinical practice, physicians iteratively formulate and revise diagnostic hypotheses,
adapting each subsequent question and test to what they’ve just learned, and weigh the evolving
evidence before committing to a final diagnosis. To emulate this iterative diagnostic process, we
introduce the Sequential Diagnosis Benchmark, which transforms 304 diagnostically challenging
New England Journal of Medicine clinicopathological conference (NEJM-CPC) cases and 325 MIMIC-
IV-ED admissions into stepwise diagnostic encounters. A physician or Al begins with a short case
abstract and must iteratively request additional details from a gatekeeper model that reveals findings
only when explicitly queried. Performance is assessed not just by diagnostic accuracy but also by
the cost of physician visits and tests performed. To complement the benchmark, we present the
MATI Diagnostic Orchestrator (MAI-DzO), a model-agnostic orchestrator that simulates a panel of
physicians, proposes likely differential diagnoses and strategically selects high-value, cost-effective
tests. When paired with OpenAIl’s GPT-5 model, MAI-DxO achieved 83.2% diagnostic accuracy
on NEJM-CPC and 80.3% on MIMIC-IV-ED, compared to 36.1% and 46.8% respectively, achieved
by generalist physicians. Furthermore, MAI-DxO provided higher accuracy than all off-the-shelf
models and doctors at any cost configuration. When configured for maximum accuracy, MAI-DxO
achieved 84.5% accuracy on NEJM-CPC and 80.9% on MIMIC-IV-ED. These performance gains
with MAI-DxO generalized across models from the OpenAl, Gemini, Claude, Grok, DeepSeek, and
Llama families, and persisted when evaluated on a new dataset and a new generation of models. The
results highlight how AI systems, when guided to think iteratively and act judiciously, can advance
both diagnostic precision and cost-effectiveness in clinical care.
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1 Introduction

Sequential diagnosis is a cornerstone of clinical reasoning, wherein physicians refine their diagnostic
hypotheses step-by-step through iterative questioning and testing. Figure|l|illustrates how a diagnostician
might approach a case given limited initial information, posing broad then increasingly specific questions
to narrow down the differential to a likely malignancy, followed by imaging, biopsy, and specialist studies
to arrive at a final diagnosis. Solving such cases demands a complementary set of skills: identifying the
most informative next questions or tests, balancing marginal diagnostic yield against cost and patient
burden, and recognizing when the evidence is sufficient to make a confident diagnosis.

Language models (LMs) have demonstrated impressive diagnostic capabilities, with recent studies showing
top-tier performance on medical licensing exams and highly structured diagnostic vignettes (Cabral
et al, 2024; |Goh et al. 2024; [McDuff et al., [2025; [Nori et al., 2023a,bl |2024). However, these evaluations
occur under artificial conditions that differ markedly from real-world clinical practice. Most diagnostic
assessments present models with neatly packaged vignettes that bundle the chief complaint, history of
present illness, key physical exam findings, and test results, and then ask the model to select a diagnosis
from a predefined answer set. By reducing the sequential diagnosis cycle to a one-turn multiple-choice
quiz, static benchmarks risk overstating model competence and obscure potential weaknesses including
premature diagnostic closure, indiscriminate test ordering, and anchoring on early hypotheses.

We introduce the Sequential Diagnosis Benchmark (SDBench), an interactive framework for eval-
uating diagnostic agents (human or Al) through realistic sequential clinical encounters across two com-
plementary sources: New England Journal of Medicine (NEJM) clinicopathological conference (CPC)
cases and emergency-department—to—admission encounters from MIMIC-IV-ED (Johnson et al., 2023)).
SDBench recasts 304 NEJM-CPC cases and 325 MIMIC-IV-ED admissions into stepwise diagnostic
encounters, in which a Diagnostic Agent decides which questions to ask, which tests to order, and when
to commit to a final diagnosis. Information is revealed by an information Gatekeeper, an LM that serves
as an oracle for the patient case. The Gatekeeper discloses specific clinical findings only when explicitly
queried and can synthesize additional case-consistent information for tests not described in the source
notes. Once a final diagnosis is submitted, the Judge agent evaluates its correctness against the ground-
truth diagnosis, while a Cost Estimator estimates the cumulative cost of all requested diagnostic tests. By
measuring both diagnostic accuracy and cost, SDBench aligns with the goals of the Triple Aim (Berwick
et al., 2008)), which seeks high-quality care delivered at sustainable cost. On NEJM-CPC, a cohort of
U.S. and U.K. physicians with a median of 12 years of experience achieved 36.1% accuracy at an average
cost of $4,725 per case, underscoring the inherent difficulty of the benchmark. Off-the-shelf commercial
models showed varied tradeoffs: GPT-4.1 mini achieved 52.3% accuracy at a lower cost ($3,064 per case),
while GPT-5 reached 78.9% accuracy at substantially higher cost ($8,409 per case). On MIMIC-IV-ED,
the physicians fared better, achieving 46.79% at a cost of $3,400 with the best off-the-shelf models (gpt-5)
achieving accuracies of 76.6%.

We further introduce MAI Diagnostic Orchestrator (MAI-DXxQO), an orchestrated system co-designed
with physicians that consistently outperforms both human physicians and commercial LMs along the
cost-accuracy Pareto frontier. Compared to off-the-shelf LMs, MAI-DxO improves diagnostic accuracy
while reducing estimated medical costs, demonstrating the power of careful orchestration even atop
state-of-the-art models. For instance, while the off-the-shelf GPT-5 model achieved 78.9% accuracy on
NEJM-CPC at a cost of $8,409, MAI-DxO achieved 83.2% at just $5,430, or 84.5% at $8,945 (Section [4).
These gains stem from a set of physician-inspired strategies: simulating a virtual panel of physicians with
distinct roles, estimating marginal costs between diagnostic rounds, and employing model-ensembling



methods across model responses. Crucially, these techniques appear to be general-purpose: on NEJM,
MAI-DxO boosted the accuracy of off-the-shelf models from a variety of providers by an average of 7:9
percentage points.

We conclude the study by demonstrating generalization of the fixed MAI-DxO system to a new unseen
set of emergency department admissions from MIMIC-IV-ED. While NEJM-CPCs generally include
rare, interesting, complex cases, written carefully to maximize their educational value, MIMIC-IV-ED
represents real-world cases, with a distribution of presentations, diagnoses, and case complexity that
better reflects real-world hospital encounters. In addition, we test LMs that did not exist when the
MAI-DxO system was first developed (GPT-5, Claude 4.1 Opus, Claude 4.5 Sonnet, Grok 4, Gemma
3, GPT-OSS 120B). The unchanged orchestrator transfers directly, supporting a generalization claim
across clinical settings and base models.

In summary, our contributions bring Al-driven diagnosis closer to clinical utility on two key fronts.
First, SDBench transcends static benchmarks by aligning with the dynamic, uncertain nature of real-
world diagnostic reasoning. Prior work using NEJM-CPCs for assessing diagnostic reasoning (Brodeur
et al., 2024; [McDuff et al., 2025) presented the full case upfront and asked for the top-k diagnoses,
implicitly assuming perfect information. In contrast, SDBench challenges diagnostic agents to decide
which questions or tests to request, in what order, and when to commit to a final diagnosis, all under
cost constraints. This allows us to assess not only diagnostic accuracy, but also an agent’s ability to seek
the most informative evidence in a cost-conscious manner, and to recognize when diagnostic certainty is
warranted. Second, MAI-DxO shows what is already achievable with thoughtful orchestration of today’s
best off-the-shelf LMs, greatly surpassing experienced physicians on accuracy while also reducing cost.
Together, SDBench and MAI-DxO establish an empirically grounded foundation for advancing Al-assisted
diagnosis under realistic constraints.

2 Sequential Diagnosis Benchmark (SD-Bench)

In order to build the Sequential Diagnosis Benchmark (SDBench), we took cases from two complementary
corpora: (i) the New England Journal of Medicine’s Case Challenge series (NEJM-CPC) and (ii) a
curated subset of MIMIC-IV cases (MIMIC-IV-ED) where a patient was hospitalized after evaluation at
an emergency department. Together, these sources span a broad spectrum of clinical presentations and
documentation styles, with final diagnoses ranging from common conditions (e.g., “Covid-19 pneumonia”)
to rare disorders (e.g., “Neonatal hypoglycaemia due to a biologically active teratoma”). While NEJM-
CPC cases are selected for their interestingness and abundant detail, MIMIC-IV-ED cases are more
representative of diagnostic challenges seen in real-world clinical practice. For NEJM-CPC we included
304 consecutive cases (2017-2025), and for MIMIC-IV-ED we included 325 ED-originating hospitalizations
drawn from discharge summaries. The MIMIC-IV-ED cases complement the highly curated NEJM-CPC
cases with information capture typical of real-world clinical documentation. The cases were screened to
ensure that each had sufficient diagnostic detail for each encounter, including a clear presenting complaint,
key findings or investigations, and a final diagnosis with confirmatory evidence.

For both the NEJM-CPC and MIMIC-IV-ED datasets, we use SDBench to present each case as an
interactive simulation of sequential diagnostic reasoning. Each encounter begins with a brief clinical
vignette of the patient and their chief complaint (given in NEJM-CPC, and synthesized by GPT-5 mini
for MIMIC-TIV-ED), for example: “A 29-year-old woman was admitted to the hospital because of sore
throat and peritonsillar swelling and bleeding. Symptoms did not abate with antimicrobial therapy”



(Figure . From that starting point, a diagnostic agent or physician may take one of the following
actions:

1. Ask questions: free-text questions for history or examination details (“Has she traveled recently?”).
Multiple questions are allowed.

2. Request diagnostic tests: explicit orders for labs, imaging, or procedures (“Order a CT chest
with contrast”).

3. Diagnose: a one-time commitment to a final diagnosis (“The diagnosis is histoplasmosis.”).

The Gatekeeper agent (described in detail below) interprets each request, consults the full case file, and
responds in plain language, either providing the requested information or issuing a refusal if the query is
too vague or non-specific. When the Diagnostic agent chooses the ‘diagnose’ action, the Judge evaluates
the proposed diagnosis for correctness, and a Cost Estimator calculates the total expense of all tests

ordered. The Diagnostic Agent is evaluated along two axes: diagnostic accuracy and cumulative testing
cost.



Figure 1: Example of an Al agent solving a sequential-diagnosis reasoning problem.



Gatekeeper. We implemented dataset-speci c Gatekeepers using a language model (GPT-5) with
access to the full underlying case le, i.e. either the NEJM-CPC narrative or the MIMIC-IV-ED discharge
summary (including the nal diagnosis). Guided by physician-devised rules, the Gatekeepers disclose
only information that a real-world clinician could legitimately obtain from a given query or test, such
as speci c test results, succinct patient-history, or physical exam ndings. They explicitly refuse to
provide diagnostic impressions, interpret test results, or o er hints that would be unavailable in a genuine
clinical encounter. Imaging is withheld until explicitly ordered; pathognomonic ndings are disclosed only
when the exact con rmatory test is requested; and vague or overly broad requests trigger polite refusals.
Direct questions about the patient's history or examination return responses in clinical language, closely
mirroring the information extraction task faced by physicians when reviewing a medical record. Figure 1
illustrates sample requests and responses. Through this approach, the Gatekeeper removes spoilers and
hindsight bias commonly embedded in educational case write-ups.

In early pilot studies with physicians and LMs, we observed that a signi cant fraction of information
requests targeted patient details or test results not present in the original published cases. Our initial
strategy of responding \Not Available" had unintended side e ects: it implicitly signaled which queries
were 0 -path and discouraged valid alternative clinical reasoning pathways. To address this, we changed
the Gatekeeper to return realisticsynthetic ndings for queries not covered in the original text. These
ndings are numerically or descriptively consistent with the rest of the case, with no indication that
they are synthetic. By returning what would likely have been found had the test been performed, the
Gatekeeper preserves clinical realism while avoiding implicit clues from missing data. While developing the
MIMIC-IV-ED Gatekeeper, we noted that it synthesized ndings much more frequently than with NEJM-
CPC. We identi ed that this was due to the terser real-world documentation and more heterogeneous
clinical journeys in MIMIC-IV-ED. In response, we adapted the MIMIC-IV-ED Gatekeeper to record
an imputation ledger that marks which responses were synthesized; this metadata is invisible to the
Diagnostic Agent but is passed to the Judge (below) to prevent penalizing diagnoses that correctly made
use of synthesized information (e.g. by including synthesized secondary presentations in addition to the
main diagnosis).

We further validated the NEJM-CPC Gatekeeper's behavior by asking a panel of physicians to review 508
Gatekeeper responses, comprising both real and synthetic outputs. Reviewers were instructed to search
for and categorize any inappropriate responses, including clues that could \leak" diagnostic information,
ndings from tests not ordered, clinical interpretations beyond objective test results, and pathognomonic
results o ered prematurely. Reviewers agged only eight responses as potentially problematic, and none
were judged to have leaked the diagnosis after group adjudication.

Judging diagnoses against ground truth. Two physicians may reasonably describe the same
condition using di erent terminology, for example, \bacterial endocarditis” versus \infective endocarditis
due to Staphylococcus aureus," yet arrive at identical treatment decisions. To account for such variability,
we introduced a Judge agent to evaluate diagnoses based on clinical substance rather than surface-form
descriptions. The Judge was implemented using GPT-5 prompted with a detailed, physician-authored
rubric (Table 1) designed to re ect clinical consensus, similar in spirit to Arora et al. (2025). The rubric
evaluates key dimensions of diagnostic quality, including the core disease entity, etiology, anatomic site,
speci city, and overall completeness, with a particular emphasis on whether the candidate diagnosis
would meaningfully alter clinical management. To ensure contextual understanding, the Judge had full
access to each case le during adjudication. For the MIMIC-IV-ED cases, this additionally includes the
principal discharge diagnosis extracted from the \Discharge Diagnosis" section and timeputation ledger



Figure 2: Multiagent orchestration in the SDBench benchmark. A corpus of NEJM-CPC or
MIMIC-IV-ED cases is transformed into sequential diagnosis challenges through coordination
among three agents: the Gatekeeper, Diagnostic and Judge agents. At run-time, the Gatekeeper
mediates requests for information from the Diagnostic agent, deciding if and how to respond to
the Diagnostic agent's questions about patient history, examination ndings, and test results.
The Judge evaluates whether the Diagnostic Agent's nal diagnosis matches the ground truth
reported in the original article.

that ags any Gatekeepersynthesized results. The rubric and threshold were identical across corpora,
while the ledger prevented penalizing candidate diagnoses that correctly made use of imputed symptoms
or results.

For our initial study of NEJM-CPC cases, the Judge was validated by in-house physicians, who inde-
pendently graded all 56 test-set diagnoses generated by the most accurate Diagnostic Agent (see next
section), along with 56 randomly selected human-generated diagnoses (one per case). After binarizing
both the physicians' and Judge's scores, we found strong inter-rater agreement. Cohen's 0.70 for

the MAI-Dx set and = 0.87 for the human set. In four out of the ve (total) cases of disagreements,
the physicians judged the automated Judge to be overly strict, agging correct diagnoses as incorrect.

Estimating costs. Using monetary cost as a secondary evaluation metric helps to deter unrealistic
diagnostic behaviors, such as the indiscriminate ordering of imaging or biopsies. In everyday clinical
practice, the potential diagnostic yield of each investigation must be weighed against practical constraints



Score Label De nition / Anchor

5 Perfect / Clinically superior Clinically identical to the referenceor a strictly more
speci ¢ version. Any added detail must bedirectly re-
lated (complication, organ in ltration, sequelae). No
unrelated or incorrect additions.

4 Mostly correct (minor incompleteness) Core disease correctly identi ed but a secondary qual-
i er or component is missing or slightly mis-speci ed.
Overall management would remain largely unchanged.

3 Partially correct (major error) Correct general disease category, but a major error
in etiology, site, or critical speci city or inclusion of
an unrelated diagnosis alongside a correct one. Would
alter work-up or prognosis.

2 Largely incorrect Shares super cial features only (e.g. manifestation
without etiology, di erent disease in same category).
Fundamentally misdirects clinical work-up or partially
contradicts case detalils.

1 Completely incorrect No meaningful overlap; wrong organ/system; nonsensi-
cal or contradictory additions. Following this diagnosis
would likely lead to harmful care.

Table 1: Five-point Likert rubric used by the Judge agent. Each score is assigned after com-
paring the candidate diagnosis with the reference diagnosis across (1) core disease entity, (2)
etiology/cause, (3) anatomic site, (4) speci city/quali ers, and (5) completeness. Accepted
medical synonyms (e.g. \Hodgkin lymphoma" vs. \Hodgkin's disease") are considered equiva-
lent.

like monetary costs, invasiveness, time to result, and insurance limitations. Since monetary cost often
re ects these real-world constraints, it serves as a helpful proxy for these multifaceted factors.

We treated sequential patient-facing questions and physical examination ndings as part of a standard
physician visit, assigning a xed cost of6300 per visit. Diagnostic test costs were determined using a
language model-based lookup system designed to translate diagnostic test requests, provided in free-text
format, into standardized Current Procedural Terminology (CPT) codes. For more complex diagnostic
investigations, the system was able to assign multiple CPT codes. These CPT codes were then matched
to corresponding cost data derived from a 2023 pricing table published by a large U.S. health system,
sourced under the CMS HHS price transparency rule (45 CF&.80). Our system was able to match
requested tests to relevant CPT codes over 98% of the time; in the remaining edge cases, we used
a language model to estimate a price. Although the resulting cost estimates are not intended to be
exact representations of actual clinical expenses, they o er a standardized and consistent approach to
comparatively assess costs across di erent diagnostic agents and physicians.

3 Methods

We evaluated both physicians and diagnostic agents on 304 consecutive NEJM-CPC cases (2017-2025) and
325 ED-originating hospitalizations drawn from MIMIC-IV-ED using SDBench. To assess generalization
performance, we held out the 56 most recent NEJM-CPC cases from 2024-2025 and 71 MIMIC-IV-
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ED cases that were reviewed and validated by three clinicians; these cases remained unseen during
development. In addition to assessing generalization, the most recent NEJM-CPC cases provide a means
to test for potential memorization, since many were published after the models' training cuto dates.

As described in Section 2, each case begins with a brief clinical vignette (typically 2{3 sentences, as in
Figure 3) summarizing the patient's chief complaint. From this starting point, diagnostic agents interact
with the Gatekeeper in a sequence of turns until they reach a diagnosis. At each turn, the agent may: (i)
ask about patient history or physical examination ndings, (ii) order a diagnostic test, or (iii) commit

to a nal diagnosis.

We note that information requests can be executed either in a turn-by-turn manner or in batches,
re ecting common real-world diagnostic strategies. We explored both approaches and found that the
results were comparable, as discussed in more detail in Supplementary A.

Initial Information Provided

A 52-year-old man was evaluated in a hospital in Argentina for fever
and hypoxemic respiratory failure. Imaging showed pulmonary opacities,
and the hematocrit was 56.9%. A diagnosis was made.

Figure 3: Participating physicians and models are provided with a brief clinical vignette to
begin the sequential diagnosis process. Example drawn from May 28, 2025 NEJM CPC case

(Hunter et al., 2025).

The evaluation protocol mirrors real clinical constraints: agents must specify tests explicitly (e.g., \CBC"
rather than \blood work") and incur cumulative costs for each ordered test. As noted before, the
Gatekeeper synthesized plausible results when the requested tests were not mentioned in the original
case to prevent information leakage while maintaining clinical realism. Our primary metric was diagnostic
accuracy, de ned as the percentage of cases receiving a judge scoreon the 5-point clinical accuracy
rubric, corresponding to diagnoses that would lead to appropriate treatment. We used cost as a secondary
metric, computed as the cost (in USD) of all diagnostic tests ordered before reaching a diagnosis, plus a
xed cost per physician visit ($300). Multiple sequential questions constituted one physician visit, which
concluded upon a diagnostic test request.

3.1 O -the-shelf models

We evaluated a comprehensive suite of state-of-the-art language models spanning multiple model families
and sizes, from a variety of model providers. LMs tested included: GPT-3.5 turbo, GPT-4.1, GPT-4.1
mini, GPT-4.1 nano, GPT-5, GPT-5 mini, GPT-OSS 120B, Claude 4.1 Opus, Claude 4.5 Sonnet, Gemini
2.5 Pro, Gemini 2.5 Flash, Gemma 3, Grok 4, Llama 4 Maverick, and DeepSeek R1.

For baseline evaluations, we employed a minimal prompt designed to test \out-of-the-box" diagnostic
capabilities. The baseline prompt (Figure 4) instructed models to use simple XML tags for requesting
tests (<test>) and asking questions €question>), with a nal <diagnosis> tag for submitting their
answer. This straightforward format provided a basis for fair comparison across model families.



Baseline Performance Prompt

You are a diagnostic assistant. Order tests and ask patient questions
to determine the diagnosis.

To order tests use <test></test> tags:
<test>CBC</test>

<test>Chest X-ray</test>

...more tests...

You can also ask questions directly (make sure to put each question in
a separate <question> tag):

<question>What are your symptoms?</question>

<question>What is your medical history?</question>

...more questions...

You cannot mix <test> and <question> tags in the same turn, just use all
<test> tags or all <question> tags.
Make sure to ask for enough questions and tests to reach a diagnosis.

When ready to diagnose, use <diagnosis></diagnosis> tags to provide
ONE final diagnosis:
<diagnosis>Your diagnosis here</diagnosis>

Figure 4: Prompt used for baseline performance estimation.
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3.2 MAI Diagnostic Orchestrator

Figure 5: Overview of the MAI-Dx Orchestrator

With input from physicians, we developed a system that emulates a virtual panel of doctors working
collaboratively to solve diagnostic cases (MAI-DxO). As shown in Figure 5, a single language model
role-plays ve distinct medical personas, each contributing specialized expertise to the diagnostic process.

This orchestrated approach aims to replicate the bene ts of team-based clinical reasoning while mitigating
individual cognitive biases and minimizing cost/invasiveness.
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The virtual panel consists of ve specialized roles:

~

Dr. Hypothesis { Maintains a probability-ranked di erential diagnosis with the top three most
likely conditions, updating probabilities in a Bayesian manner after each new nding.

Dr. Test-Chooser { Selects up to three diagnostic tests per round that maximally discriminate
between leading hypotheses

Dr. Challenger { Acts as devil's advocate by identifying potential anchoring bias, highlighting
contradictory evidence, and proposing tests that could falsify the current leading diagnosis.

Dr. Stewardship { Enforces cost-conscious care by advocating for cheaper alternatives when
diagnostically equivalent and vetoing low-yield expensive tests.

" Dr. Checklist { Performs silent quality control to ensure the model generates valid test names
and maintains internal consistency across the panel's reasoning.

After a \Chain of Debate" |a structured deliberation between sets of agents with de ned roles|the

panel reaches consensus on one of three actions: asking questions, ordering tests, or committing to a
diagnosis (if certainty exceeds threshold). Before tests are ordered, an optiobabget trackercan be
invoked to estimate both the cumulative medical costs so far and the cost of each test in the order.

We evaluated ve variants of MAI-DxO to explore di erent points on the accuracy-cost frontier (from
most cost conscious to least):

A

Instant Answer { Diagnosis based solely on initial vignette (as in Figure 3), without any follow-up
guestions or tests.

Question Only { The panel can ask questions, but cannot order diagnostic tests. The cost is
simply the cost of a single physician visit.

Budgeted { The panel is augmented with a budgeting system that tracks cumulative costs (a
separately orchestrated language model call) towards a max budget and allows the panel to cancel
tests after seeing their estimated cost.

Unconstrained Budget { Full panel with no explicit cost tracking or budget limitations.

Ensemble { Simulates multiple doctor panels working in parallel, with an additional panel to
provide a nal diagnosis. This is implemented as multiple independent No Budget runs with a nal
aggregation step to select the best diagnosis. Costs are computed as the sum of the costs of all
tests ordered by each of the runs, accounting for duplicates.

MAI-DxO was primarily developed and optimized using GPT-4.1, but is designed to be model-agnostic.
All MAI-DxO variants used the same underlying orchestration structure, with capabilities selectively
enabled or disabled for variants.

3.3 Physicians

To assess the relative performance of Al agents and practicing physicians, we developed a synchronous
text-chat user interface that allows a human user to assume the role of the diagnostic agent and converse
with the Gatekeeper model in order to ask questions, request diagnostic tests and, ultimately, provide a
di erential diagnosis (Figure 6). Thus, human physicians participated in SDBench the same way as an
Al diagnostic agent.
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To establish human performance, we initially recruited 21 physicians practicing in the US or UK to act
as diagnostic agents. Participants had a median of 12 [IQR 6-24] years of experience: 17 were primary
care physicians and four were in-hospital generalists.

Each physician received the same initial vignette as the Al agents, and interacted with an identical
Gatekeeper interface. No limits were imposed on session duration or the number of tests ordered. Cases
were drawn from the hidden NEJM-CPC test set and case order was randomized for each participant to
mitigate ordering e ects. Physicians were blinded to the correctness of their diagnosis, and were asked
to complete as many as possible during the study period. In thidosed-bookstudy physicians were
explicitly instructed not to use external resources, including search engines (e.g., Google, Bing), language
models (e.g., ChatGPT, Gemini, Copilot, etc), or other online sources of medical information, in order
to prevent them from nding the NEJM cases online and reading Al-generated summaries.

We then ran anopen-bookversion of the study with a new group of 19 physicians also practicing in the
US or UK. These patrticipants had a median of 12 [IQR 7-19] years of experience: eight were primary care
physicians and 11 were in-hospital generalists. They were granted access to a set of commonly used static
clinical decision support resources (e.g., UpToDate, NICE guidelines) that did not employ generative Al.
Generative Al tools such as ChatGPT or OpenEvidence were intentionally excluded. Prior to the study,
we invited physicians to request any additional tools they considered essential to their daily practice,
but no further tools were requested.

Finally, we ran an open-bookstudy on the MIMIC-IV-ED test set with 16 of the physicians that had taken
part in one of the previous NEJM studies. These participants all undertook PhysioNet credentialing and
MIMIC training, and accepted the relevant MIMIC-IV Data Use Agreements prior to the study.

13



Figure 6: Interface developed for physicians to attempt cases from SDBench.

4 Results
4.1 NEJM-CPC

We present the performance of all diagnostic agents on the NEJM portion of SDBench in Figure 7. Each
point represents an Al agent's performance, with diagnostic accuracy plotted against average cumulative
cost. Al agents are evaluated on all cases, while physician performance is shown only for the 56 held-out
test set cases. Figure 8 shows the corresponding Pareto frontier computed on the test set.
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Figure 7: Pareto-frontier showing diagnostic accuracy versus cumulative medical cost on
NEJM CPC cases. Each test ordered contributes to total expenditure. O -the-shelf models
were evaluated with a uniform baseline prompt (see Figure 4). MAI-DxO, built on GPT-5,
achieves Pareto dominance over both o -the-shelf models and practicing physicians|that is,
at any price point, MAI-DxO achieves higher accuracy over other solutions in both datasets.

O -the-shelf model performance. The Pareto frontier for o -the-shelf models ranged from modest
accuracy (20-40%) with minimal diagnostic testing to 70-82% accuracy with extensive diagnostic testing
(incurring $5,000-7,000 in cost). While some models dominated others (e.g. GPT-4.1 had higher accuracy
than GPT-OSS 120B, atless cost), models that achieved higher diagnostic accuracy also tended to
incur substantially greater diagnostic costs per case. For example, on NEJM-CPC cases, GPT-5 reached
the highest baseline accuracy (78.9%) with an average diagnostic cos$8f409 per case. In contrast,
weaker models such as GPT-4.1 nano attained markedly lower accuracies (23{25%) while spending only
a few thousand dollars per case. This correlation indicates that information gathering remains crucial for
diagnosis even for the most advanced Al systems, and supports the importance of information gathering
as a key capability when evaluating models as diagnostic agents. Further, it suggests that more capable
reasoning models are more skilled at assessing the complexity of cases, generating a broader set of
di erential diagnoses, and ordering more tests to con rm or exclude options. Meanwhile, weaker models
achieved a false economy by considering fewer possible di erential diagnoses, thus never ordering the
tests that would con rm or exclude them.
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